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Abstract – Bloom filter is a space-efficient randomized data structure for group membership 
query. It is widely used in networking applications which involve the packet header/content 
inspection. Through this project we implemented three schemes that improve Bloom filter 
performance. The first scheme, Partitioned Hashing, significantly reduces the false positive 
probability in comparison to existing schemes. The other two schemes reduce the number 
of memory accesses needed for lookups that are time consuming which results in higher 
lookup performance for a given memory bandwidth. We study the effectiveness of these 
schemes in comparison to the standard Bloom filter using software simulation.

I. INTRODUCTION

    A Bloom filter is a randomized, memory efficient data structure for performing membership queries. It 
finds  applications  in  several  networking  applications  such  as  scanning  packet  payloads  for  virus 
signatures, packet classification using fields beyond the IP header and routing in peer to peer networks. 
However, the Bloom filter only performs a probabilistic test and that can result in false positives. Given 
the  constraints  on available  memory,  number  of  hashes  that  can be performed on each key and the 
number of keys that must be supported, the false positive probability should be made as low as possible. 
Lookup speed is another factor that affects the performance of Bloom filter. 

    The primary goal of this project is to investigate the suggested improvements for the Bloom filter and 
compare their performances with the standard Bloom filter. We have studied and implemented schemes 
that improve Bloom filter accuracy and look-up speed. With respect to accuracy we used the partitioned 
hashing technique described in [1]. In order to improve look-up speeds, various variants of the Bloom 
filter have been used to improve the structuring of the hash table. We have studied the pruned fast hash 
table method and a shared node fast hash table technique that are explained in [2].

II. IMPROVING ACCURACY

A. Partitioned Hashing

    In this approach, the set of input keys is partitioned into disjoint subsets and for each subset, a different 
set of hash functions is used. In order to partition the set into disjoint subsets an additional hash function 
is  needed.  We have used RS (Robert  Sedgewicks) hash function for this  purpose.  It  is  important  to 
remember that in order to use the partitioned hashing technique a large set of hash functions is needed. 
For each of the above mentioned subsets we choose a set of hash functions from this set of hash functions 
using a greedy algorithm such that the fill factor is minimized. Each of the input keys is hashed using the 
hash functions that belong to its  group and thus the Bloom filter  is  set.  When a query is made it  is 
categorized into one of the groups using the RS hash function and the corresponding hash functions are 
used on it to test its membership. These steps are described in detail below.
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A.1 Algorithm

Greedy Algorithm: A greedy algorithm is used to select ‘k’ hash functions out of a total of ‘H’ hash 
functions. This is described in Fig.1. The ‘H’ hash functions are obtained as follows.

where j=1,2,…,H. R1 and R2 are constant random numbers (R1=0x5ed50e23, R2=0x1b75e0d1). The 
function CRC(crc,s) is CRC32 and calculates the 32-bit CRC checksum of string, s, in addition to crc, 
which is the seed. The function “string(i)” converts integer ‘i’ to four-byte string.

A.2 Implementation and Numerical Results

    For the implementation of partitioned hashing, we set the Bloom filter size (m) to be 10,000 and the 
number of keys per group (k) to be 6. The performance of the Partitioned Hash (PH) Bloom filter is 
affected by the number of groups (g) and the total number of hash functions (H). We analyzed the impact 
of g, k and H on the Bloom filter performance (false positive probability). We also compared the accuracy 
of the PH Bloom filter with that of the standard Bloom filter.  The results obtained are shown in the 
following figures.  Fig.3 shows the effect of H on the false positive probability. For most cases the false 
probability is minimum when H=10,000. The effect of ‘g’ is shown in Fig.4. With increase in g, the false 
positive  decreases  because  the  selection  of  hash  functions  for  each  key  improves.  Through  our 
experiments we found the best value of g to be 350 when the false probability was found to be minimal. 
Fig.5 shows the effect of number of hash functions per group. As expected, we found that false positive 
probability increases with increase in ‘k’ because of the increase in fill factor. Fig.6 shows the result of 
the comparison of the false positive probabilities for the standard Bloom filter and the partition hashed 
Bloom filter. This clearly shows the improvement in performance as a result of partitioned hash.
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1. For eachgroup i, where i = 1. . . g
  1.1 For each hj, where j = 1. . . H
     1.1.1 Hash all keys of the group 
into Bloom   filter using hj
     1.1.2 Calculate fill factor
     1.1.3 Remove all keys of the group 
from filter
  1.2 Choose the hash function hj1 
with minimum fill factor
  1.3 Hash all keys of the group
into Bloom filter using hj1
  1.4 Repeat Steps 1.1 through 1.3 k 
times to select k different functions for 
group i

Fig.1 Greedy Algorithm Fig.2 Dividing the input keys into disjoint sets

CRC(CRC(0, key), string(R1 + j · R2)) mod m,
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III. IMPROVING LOOK-UP SPEED

A. BASIC FAST HASH TABLE AND ITS VARIANTS
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Fig.3 Impact of Total No. of Hash functions (H)

Fig.4 Impact of No. of groups (g)

Fig.5 Impact of No. hash functions per group (k)

Fig.6 Comparison of False positive probability with Standard Bloom Filter
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Motivation:
We looked at schemes that have been implemented to improve the speed of lookups using a bloom filter. 
Hashing plays an important role in the speed of the lookup operation. A poorly designed hash table can 
have an impact on the performance as the number of memory accesses required for each lookup can vary. 
A hash table lookup involves hash computation followed by memory accesses. Schemes have been 
proposed to reduce memory accesses due to collisions by using sophisticated cryptographic hash 
functions but have been offset by the time taken to compute the hash In our project, we investigate and 
implement a novel hash table data structure and lookup algorithm which improves the performance over a 
naive hash table by reducing the number of memory accesses needed for lookups. The algorithm extends 
the multiple-hashing Bloom Filter data structure to support exact matches and makes effective use of 
SRAM and DRAM memory technology.

Counting bloom filters:
In this basic fast hash table design, the authors use an on-chip Bloom filters to eliminate the need to 
search multiple  buckets  in  an  off-chip memory.  A Bloom filter  can  be  considered a  form of  multi-
hashing. Counting Bloom Filter extend the simple binary Bloom filter by replacing each bit in the filter 
with a counter. This makes it possible to implement a deletion operation on the set represented by the 
Bloom filter. Though other schemes have used counting bloom to avoid unnecessary searches of an off-
chip hash table if an element is not present, this scheme fully utilizes the information gained from an 
extended Bloom filter to optimize the exact match lookup. 

Design and Implementation of the Basic Fast Hash Table (BFHT):
A naive hash table algorithm has the problems stated above. (i.e) memory accesses cannot be bound due 
to collisions. The basic fast hash table makes use of multiple hash functions and the counting bloom filter. 
The implementation of the insertion and query procedures using the BFHT are detailed below.

Insertion: 
We decided to choose a group random character hash functions which perform bit shifts and arithmetic on 
strings and return an index into the table. Our implementation focused on studying the performance of 
this algorithm and these functions can be replaced by practical hash functions for real world applications. 
We tested with key sets of up to 10000 keys with table sizes also varying from 1000 to 5000.
 

• First, we program the bloom filter with the signature of the keys for the k sets of hash functions.

• For every key insertion, we increment the counter each time and store items in the bucket k times. 

• The data structure consists of a count variable, which has a pointer to the bucket which stores all 
the elements hashed to that index in an off chip memory. Also, we must ensure that if two hash 
functions map to the same index for an element, the counter is incremented only once and the 
element is also stored only once

Query:
Here, we first compute the k hash functions on the query and then check whether all counters are non-
zero. If not, we need not traverse the off-chip memory hash table and return that the element was not 
present. If, all counters are non-zero, we make use of this information available in the bloom filter and we 
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choose the minimum counter value list  to traverse- so that the memory accesses are minimized. This 
greatly reduces the lookup time compared to a naive scheme.

Deletion:
Deletion is straightforward where we will have to remove all instances of the node in all the buckets and 
decrement the counters correspondingly. The counting bloom filter here aids deletion which could not 
have been achieved by using just a standard bloom filter. The main disadvantage of this scheme is that the 
data items are being replicated and the space complexity is high.

Fig.7: Basic Fast Hash Table

B. The d-left scheme 

    The d-left scheme [4], which uses multiple hash functions, is used for efficient IP address look-ups. 
Initially, the ‘n’ buckets of the hash table are divided into ‘d’ groups of ‘n/d’ buckets. An item to be 
inserted in hashed with ‘d’ hash functions and is placed in the least filled of the ‘d’ buckets. In case of a 
tie, it is placed in the leftmost node, hence the name. A search for an element will require searching all the 
‘d’ buckets in which the element might have been placed. By using an on-chip counting Bloom filter this 
overhead can be reduced because it is enough to search the bucket corresponding to the least count. This 
idea has been incorporated in the basic fast hash table and its variants.

C. Shared Node Fast Hash Table

    Though the pruned node fast hash table occupies lesser memory, the time taken for incremental updates 
or changes due to the list reordering is quite high. So, in cases where incremental updates need to done 
quickly, we go in for a shared node fast hash table algorithm. It requires more memory than PFHT and 
has a slightly higher lookup performance than PFHT.

• Here we create only one copy of the node and make the buckets point to this node. (i.e), the 
buckets associated with the indices obtained by applying the k hash functions.
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• We increment the corresponding counters at the indices. If a new element, maps to the same 
bucket which already points to an element, then we append that node to the previous node 
(maintained as a linked list).

• On insertion, if we have a case where the counter is less than the number of elements in list, we 
prepend the node to the list.

• The search procedure makes use of this fact as we traverse count num of times to get value of 
element in a bucket.

Fig. 8: Shared node Fast hash table

D. Pruned Hash Table

MOTIVATION
    Pruned hash table is designed with the intention of optimizing look up time. In practice, two levels of 
access are used - a fast access to verify if an item exists, and so, access a slower memory to retrieve the 
item. In Basic Fast hash table, multiple copies of an item are stored in the ‘slower’ table. This is equal to 
the number of hash functions used, though only one copy is always referenced. The disadvantage of this 
scheme is that multiple copies of the data, in addition to introducing redundancy, lead to longer retrieval 
time in the slower memory.   In the Pruned fast hash table, only one copy of the data is actually stored, 
though we use multiple hash functions. The memory utilization is on par with naïve hash table,  and 
bucket indexing better distributed because of multiple hash functions.   

                  Fig 9: Before Pruning                                                 Fig 10: After Pruning    

    

OVERVIEW
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    The diagrams below illustrate  the  procedure  followed.  During  element  insertion,  all  the 
counters indexed by the hash functions are incremented.   However, after the pruning is done, the 
counter values no longer reflect the number of items in a bucket.  This is because, for all the 
buckets an item indexes, it is inserted in the list of the bucket with the smallest counter value. 
This scheme reduces the list sizes of the buckets, and improves lookup time. A limitation of this 
pruning procedure is that incremental updates to the table are hard to perform, because table 
reorganization has to be done every time to avoid incorrect lookups.

OPERATIONS
 Insert (item)  

1. Increment all counters indexed by hashing functions 
2. Collect all items in the indexed buckets in a list, and also add the item to be inserted. 
3. Delete the indexed counters. 
4. Perform hashing functions on all the items in the list, and insert it in the appropriate 
bucket.   

For deleting an item, we have to decrement the associated counter. This might result in some of 
the items being eligible for the minimum counter, when it is not the case.  Also, we have only 
one copy of an item which has to be inserted.  So, we need an off-line data structure in which the 
item is present in all the bucket location it indexed.  The pseudo-code is as follows: 

Delete (item)

1. Collect all the items in the indexed buckets in a list 
2. Perform deletion in the offline data structure  
3. Insert each item in the list using the procedure explained  above

Query (item)

If we want to query for the existence of an item, we have to perform all the hash functions, and 
see if the indexed bits are set.  If we want to retrieve the data, then we have to traverse the list of 
the appropriate bucket.   

OBSERVATIONS   
The hash functions used in scheme must be should not be computationally intensive. Linked lists 
associated with buckets that had a smaller counter value initially tend to be longer. Maintaining 
an offline data-structure like BHT might not be a feasible alternative.
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IV. CONCLUSION

    In  this  project,  we  investigated  the  proposed  enhancements  to  improve  Bloom  filter 
performance. We studied partitioned hashing to increase the accuracy. To improve lookup speed 
we analyzed  pruned fast  hash table  and shared node fast  hash table.  We implemented  these 
improvements  in  software  and analyzed the results.  The results  are  discussed in  this  report. 
Through this project we also studied some of the networking applications [3] of Bloom filters – 
Approximate set reconciliation for Content Delivery and Distributed Caching.
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